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Study of highly scalable parallel 1/0 systems for high performance computing
with huge data management
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ROMIO is well known as one of the representative MPI-10 implementations, and
it provides high performance parallel 1/0. However, it can not achieve enough 1/0 performance when
we have multiple processes per node. In this research work, we have introduced topology-aware
treatment in layout of processes that play file 1/0 and data aggregation task associated with the
file 1/0 task in order to improve 1/0 performance of ROMIO.
Consequently, we have achieved high scalable parallel 1/0 in ROMIO using the proposed scheme with
any kind of process layout.

PC MPI



CPU

PC
1/0
MPI Message Passing
Interface 1/0
MPI-10
ROMIO
HDF5 PnetCDF
MPI-10
ROMIO 1 Two-Phase
1/0 TP-10

<—P0——>—P1 —>—— P2 —>c—— P3 —>

[1]10]

[0]12]

[o1i3]]

[1112]

(1131

[31[0]

[3112]]

[3113]

'0][0+[0][1] [1111] [2][0][2]1] (3111 [2][2]‘[2][3]
i | 1 ] ]

nd roun

Collective buffer

@A 4 Qr #: @Aggregator #3
(P1)
[31[0]|[3111]
[1][01([1][1]

(P3
[y [3][3]
: \ , ARINE

t J—2ndjround

i ndjrolind 1Sgs ound 2ndjround 1styound 2nd}ound 1st rk und N
[31[21.
M PONRI oy ragray [P ropgap{fopral P22 frayfaneay m

P — P —

ST #0 osT #1 0OST #2 osT#3

1 Two-Phasel/O

1/10
1 ROMIO
TP-10
PC
Lustre 1/0

PC

CPU

Lustre

Oy i

(i

iv) =5
©30;

@

Node #0

(b)

@0 @)

2(a)



@mk=0}%2|3”4{‘5|6|7| A
1[0 2[3] [&l5]6]7]
-

eI5T617
Bhriiine)

Node #0

\ =

( 4[01]213] 617] )

¥ 5 IG‘I I2\|3||41|\5|6I7I

§ & [OG2I3451617]

L7 (0[1T2]3[M[5T6[7])
time

(8 ROMIO

fank=0 [T%2 3 [4]5]6]710])

1 [2F814]5[6[7]0[1
2 5|6|17[0]1[2
[ e 7 lol 1213/

4|5-(5|7|o|1|z|3|4|\
s (6X7] 0] 112]314]5]
6 [(Ap[11213]4]5]6]
7 [of1]2[3[4]5[6[7])

Node #0

N

Node #1

time
(b) ring
fank=0 51617 3])
% 5 7
3 5[6]7
\_ 6|7
4 3
% 3
3 3
9 7|'ouzu445|6|7|

time

©
nd_shift

fank=0[ 43516710192 [3])
1 57141123710

415] 213071
3/|,7W5|s||3|o#1u,

4‘\<|‘9J(MI2|3|4|5§\6I7|

Node #0

Y

Node #1

7 Mefof1]2]7[4¥5]6])

time

(d)
nd_rank_shift

(iv)

#0
@ ()
#1 (iii)
2(b)
(i)
(iv)
TP-10
3(a) ROMIO
2
3 (b (d 3
3(b) ring
1
3(c)
3(d)
3(c)
TP-10



1/0
ROMIO
Lustre

HPIO

Write, Isend/Irecv, mapping = bunch
0

= ORIG,agg_n=1
E 2500 ORIG,agg_n=4
FEE 2000 M RR,agg_n=4
;'; 1500 -
'_'EE", 1000 -
(2]
= 500
o
4
MPI
MVAPICH2 ver.2.1rcl ROMIO
InfiniBand
FDR 4 PC
16 4 /
HPIO
ROMIO
1
ORIG, agg_n=1
4
ORIG,
agg_n=4
4
RR,agg n=4 3
3
HPIO
TSUBAME2.5
MPI OpenMPI
OpenMPI ver.1.8.2
ROMIO

64 768
12 / HPIO
5
8000
—. 7000
—
2 5000 -
=
= 5000 -
=
£ 4000 ¢
3 3000 A
£ 2000 \_H/
o
= 1000
0 T T T
64 128 256 512 1024
# aggregators
== original == normal —t=ring
—fi—nd_shift —®—nd_rank_shift
5 768 12 /
HPIO
ROMIO
origina
3
Lustre
normal
3(b) (o) (d)
ring, nd_shift
nd_rank_shift
67%
nd_shift  nd_rank_shift
32 384 12
/
nd_rank_shift
20%
nd_rank_shift
MPI-10
EARTH on K
EARTH

onK



3

Y. Tsujita, A. Hori, T. Kameyama, Y.
Ishikawa, “Topology-Aware Data
Aggregation  for  High  Performance
Collective MPI-IO on a Multi-Core Cluster
System,* Proceedings of CANDAR’16,

, pp- 37-46, IEEE, 2016
DOI:10.1109/CANDAR.2016.82

Y. Tsujita, A. Hori, Y. Ishikawa, “Striping
Layout Aware Data Aggregation for High
Performance I/O on a Lustre File System,”
Proceedings of ISC’15, Lecture Notes in
Computer Science, , Vol. 9137, pp.
282-290, 2015
DOI:10.1007/978-3-319-20119-1 21

Y. Tsujita, A. Hori, Y. Ishikawa,
“Affinity-Aware Optimization of
Multithreaded Two-Phase 1/O for High
Throughput Collective 1/0,” Proceedings of
HPCS2014, , pp.- 210-217, IEEE,
2014

DOI: 10.1109/HPCSim.2014.6903688

2
MPI-1IO ” 154
, 2016 4 25
“Lustre
MPI-10
” 149
2015 6 26

0

o

@

®

*

TSUJITA, Yuichi

70360435



